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Our Continual Learning [1] Problem Setting
Non-stationary data comes one example at a time in a stream:

!", $", %" , … , !', $', %' ,…, !'(), $'(), %'()

Our data is locally i.i.d. [2]: samples for a task are drawn from the 
same unknown joint probability distribution !', $'~+, !, $ .

Ideally, we would like to independently discover tasks without 
supervision about the current distribution %.
[1] Continual Learning in Reinforcement Environments. Mark Ring. PhD Thesis 1994. 
[2] Gradient Episodic Memory for Continual Learning. David Lopez-Paz and 
Marc’Aurelio Ranzato. NIPS 2017. 
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Disclaimer
Many relevant approaches to this 
setting and our work have been 
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Instantaneous Transfer and Interference
For any two data points (xi,yi) and (xj,yj) we define an instant in time
with loss L and parameters !:

Transfer:
• When we train on one we improve on the other (a form of generalization)
• Analogous to positive transfer in either the forward or backward direction
• Potential maximized in value when weight sharing is maximized 

Interference:
• When we train on one we get worse at the other
• Analogous to negative transfer in either the forward or backward direction
• Potential minimized in value when weight sharing is minimized 

Under review as a conference paper at ICLR 2019

we are not just concerned with current interference and transfer with respect to past examples (i.e.,
the classical stability-plasticity dilemma), but also concerned with the dynamics of transfer and in-
terference moving forward as we learn. This perspective inspires a meta-learning formulation of the
continual learning problem where on top of learning to explain all examples seen, we also regularize
our learning so that it learns to make transfer more likely and interference less likely in the future.
To the extent that our meta-learning into the future generalizes, this should effectively make it easier
for our model to effectively perform continual learning in non-stationary settings.

2 THE TRANSFER-INTERFERENCE TRADE-OFF FOR CONTINUAL LEARNING

Figure 1: In the stability-plasticity dilemma, current learning can degrade old learning (red lines). It is important
to address this well-known problem without reducing the networks ability to perform in the future (green lines).
The transfer-interference trade-off is the stability-plasticity dilemma considered in both forward and backward
directions. This bi-directional view is crucial since solutions to the stability-plasticity dilemma that reduce the
degree of weight-sharing are unlikely to function well into the future.

Throughout our paper we will discuss ideas in terms of the supervised learning problem formulation.
Extensions to the reinforcement learning formulation are straightforward and we provide more de-
tails in the appendix. In typical offline supervised learning with neural networks, we can express our
optimization objective in terms of the stationary distribution of x, y pairs within the dataset D. Here
we define the continual learning problem as sampling from a never ending stream of x, y pairs with
no knowledge or assumptions about the underlying distributions from which the data are drawn. The
expectation of the loss at any point in time is simply taken over past history and current sample, and
we optimize it for all points in the future.

@L(xi, yi)

@✓
· @L(xj , yj)

@✓
> 0. (1)

where · is the dot product operator. This implies that learning example i will without repetition
improve performance on example j and vice versa. On the other hand we can say that interference
occurs when:

@L(xi, yi)

@✓
· @L(xj , yj)

@✓
< 0. (2)

This implies in contrast that learning example i will lead to unlearning (i.e. forgetting) of example
j and vice versa.

Past solutions described in the previous section for the Stability-Plasticity Dilemma in continual
learning operate in a simplified temporal context whereby learning is divided into two phases: all
past experiences are lumped together as old memories and the data that is currently being learned
qualifies as new learning. In this setting, the goal is to minimize the interference projecting backward
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The Dilemma of Weight Sharing
• Most prominent approaches for 

lifelong learning either explicitly or 
implicitly effect the dynamics of 
weight sharing across data points. 

• Vanilla neural networks latently 
attempt to solve a difficult problem of 
deciding when to orthogonalize and 
compress knowledge. 

• An Idea: In addition to our main 
objective, can we also provide 
supervision to our network about the 
best way to navigate this problem? 

!" !#

!" !#
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Adopting a Continual Perspective on Continual Learning
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Meta-Learning View on Continual Learning

Can we learn to change our parameters, so that we affect the 
dynamics of transfer and interference in a general sense?

Ideally, not just in the past, but in the future as well 
(generalization).



A Regularized Learning Objective

Standard offline training objective with dataset D:

Modifying it to also learn to maximize transfer and 
minimize interference in either direction:

Meta-learning perspective: we would like to learn to learn each 
example in a way that generalizes to other examples from 
the overall distribution.  

Under review as a conference paper at ICLR 2019

in time, and many of the approaches that succeed in this respect do so by reducing the degree
of weight sharing in one form or another. However, one need not worry about performance on
the current task, because that is what is currently being learned. Therefore, solving the stability-
plasticity dilemma reduces solely to mitigating interference on the old memories. In the appendix
we explain how our baseline approaches (Kirkpatrick et al., 2017; Lopez-Paz & Ranzato, 2017) each
fit within this paradigm. As one example, the approach EWC in (Kirkpatrick et al., 2017) promotes
less sharing of parameters for new learning that were deemed to be important for performance on
old memories.

The important issue with this perspective, however, is that the system is not done with learning
that will occur in the future, and what the future may bring is largely unknown. This makes it
incumbent upon us to do nothing to potentially undermine the networks ability to effectively learn
in an uncertain future. This consideration makes us extend the temporal horizon of the stability-
plasticity problem forward, turning it, more generally, into a continual learning problem that we
label as solving the Transfer-Interference Trade-off (Figure 1). Specifically, it is important not only
to reduce backward interference from our current point in time, but we must do so in a manner that
does not limit our ability to learn in the future. This more general perspective makes the problem
more difficult to solve, because the issue of weight sharing across tasks arises both backward and
forward in time. When viewed from this temporally symmetric perspective, the transfer-interference
trade-off becomes clear: the weight sharing across tasks that enables transfer to improve future
performance must not disrupt performance on what has come previously. This brings us to the
central point of the paper: if we mitigate interference by reducing weight-sharing, we are likely to
worsen the networks capacity for transfer into the future, since transfer depends precisely on weight
sharing: what is the future will eventually become the past, and performance must be good at all
points in time.

We build off past work on experience replay (Murre, 1992; Lin, 1992; Robins, 1995) that has been a
mainstay for solving non-stationary problems with neural networks (i.e. leading to human level per-
formance on many Atari games (Mnih et al., 2015)). We argue that this is because of replays ability
to stabilize learning without sacrificing weight-sharing. In section 3.2 we motivate a particularly
effective variant of experience replay for continual learning. Then in section 3.3 we describe how
we augment this variant of experience replay with meta-learning to derive a new Meta-Experience
Replay (MER) algorithm that optimizes for the transfer-interference trade-off. In our experiments
we demonstrate that MER is quite general, achieving superior sample efficient continual learning
performance both in a many task supervised learning setting and within highly non-stationarity RL
tasks. In contrast to past work on meta-learning for few shot learning (Santoro et al., 2016; Vinyals
et al., 2016; Ravi Larochelle, 2016; Finn et al., 2017) and reinforcement learning across successive
tasks (Al-Shedivat et al., 2018) we are not trying to simply improve the speed of learning on new
data. In this paper we are trying to improve the speed of learning on new data in a way that also
preserves knowledge of past data. Critically, our approach also is not reliant on any notion of tasks
being provided by humans to the model. In fact, in most of the settings we explore, we consider
the more general case where the model must detect the concept of new tasks on its own without
supervision.

3 A SYSTEM FOR LEARNING TO LEARN WITHOUT FORGETTING

In this section we outline the motivation and details of our approach Meta-Experience Replay
(MER) meant to enable general purpose continual learning while efficiently solving for the transfer-
interference trade-off outlined in the last section.

3.1 MOTIVATION

In typical offline supervised learning with neural networks, we can express our optimization objec-
tive in terms of the stationary distribution of x, y pairs within the dataset D:

✓ = argmin
✓

E(x,y)2D[L(x, y)], (3)
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where L is the loss function, which can be selected to fit the problem. If we would like to maximize
transfer and minimize interference, we can imagine it would be useful to add an auxiliary loss to
the objective to bias the learning process in that direction. One obviously beneficial choice would
be to also directly consider the gradients with respect to the loss function evaluated at randomly
chosen datapoints within the dataset. If we could maximize the dot products between gradients at
these different points, it would directly encourage the network to share parameters where gradient
directions align and keep parameters separate that interfere with each other that have gradients in
opposite directions. So, in an ideal case we would like to optimize for the following objective:

✓ = argmin
✓

E(xi,yi)&(xj ,yj)2D[L(xi, yi) + L(xj , yj)� ↵
@L(xi, yi)

@✓
· @L(xj , yj)

@✓
], (4)

where (xi, yi) and (xj , yj) are randomly sampled unique data points. In our work we will attempt
to make a continual learning system that optimizes for this objective. However, there are multiple
problems that must be addressed to implement this kind of learning process in practical settings. The
first problem is that continual learning deals with learning over a continuous non-stationary stream
of data. We address this by following past work and implementing an experience replay module that
augments online learning so that we can approximately optimize over the stationary distribution of
all examples seen so far.

Algorithm 1 Meta-Experience Replay (MER)
procedure TRAIN(D, ✓,↵,�, �, k)

M  {}
for t = 1, ..., T do

for (x, y) in Dt do

// Draw batches from buffer:
B1, ..., Bs  sample(x, k,M)
✓A0  ✓
for i = 1, ..., s do

✓Wi0  ✓
for j = 1, ..., k do

xc, yc  Bi[j]
✓Wij  SGD(xc, yc, ✓Wj�1,↵)

end for

// Within batch Reptile meta-update:
✓  ✓Wi0 + �(✓Wik � ✓Wi0 )
✓Ai  ✓

end for

// Across batch Reptile meta-update:
✓  ✓A0 + �(✓As � ✓A0 )
// Reservoir sampling memory update:
M  M [ {(x, y, t)}

end for

end for

return ✓,M
end procedure

Another practical problem is that the gra-
dients of this loss depend on the second
derivative with respect to the loss function,
which is expensive to compute. We address
this issue by indirectly approximating this
objective to a first order Taylor series ex-
pansion using an online meta-learning al-
gorithm with minimal computational over-
head.

3.2 EXPERIENCE REPLAY

As mentioned above, the continual lifelong
learning setting poses a challenge for the
optimization of neural networks as exam-
ples come one by one in a non-stationary
stream. We would like to instead have
our neural network optimize over the sta-
tionary distribution of all example seen so
far. Experience replay (Lin, 1992; Murre,
1992) is an old technique that remains a
central component of deep learning sys-
tems attempting to learn in non-stationary
settings. In this paper we adopt conven-
tions from recent work (Zhang & Sutton,
2017; Riemer et al., 2017) leveraging this
approach. The central feature of experience
replays is keeping a memory of examples
seen M that is interleaved with the train-
ing of the current example with the goal of

making the neural network training more stable. As a result experience replay approximates the
objective in equation 3 to the extent that M approximates D:

✓ = argmin
✓

E(x,y)2M [L(x, y)], (5)

where M has a current size Msize and maximum size Mmax. In our work, we update the buffer with
reservoir sampling. This ensures that at every timestep the probability that any of the N examples
seen has of being in the buffer is equal to Msize/N . This implies that the contents of the buffer
resembles a stationary distribution over all examples seen to the extent that the items stored captures
the variation of past examples. Following the standard practice in offline learning, we train by

4



Experience Replay (ER)

• Unfortunately, we can’t directly optimize for the offline stationary i.i.d. objective in the 
nonstationary continual learning setting L

• However, after each step we can consider the set of all examples seen before as 
constituting a stationary distribution J

• We maintain a partial history of past examples in a size limited buffer M and randomly 
sample from the buffer to optimize:

• Reservoir sampling ensures each of N examples seen is in M with probability |M|/N 
(approximates offline learning to the extent that M approximates D). 
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Reptile [1] is an efficient meta-learning algorithm that approximates the same objective as MAML.

Reptile can be extended to continual learning by integrating with ER! J

üResults from [1] still hold to the extent that our buffer captures the full variation of the distribution of examples seen.  

üWe can separate an ER batch into SGD steps over individual examples and apply a Reptile parameter meta-update. 

üWe also note that it is important to prioritize the current example before moving on as it may not be added to M. 

Approximate Objective (s batches with k examples each):

[1] On First-Order Meta-Learning Algorithms. Alex Nichol, Joshua Achiam, and John Schulman. 2018. 

Meta-Experience Replay (MER)

Model
MNIST

Rotations
MNIST

Permutations
Many 

Permutations
ER -0.569± 0.077 -1.652 ± 0.082 -1.280 ± 0.078

MER +0.042 ± 0.017 +0.017 ± 0.007 +0.131 ± 0.027

[1] On First-Order Meta-Learning Algorithms. Alex Nichol, Joshua Achiam, and John Schulman. 2018. 

Mean dot product over the period of learning between gradients on incoming examples and 
gradients on random past examples across 5 runs on MNIST based continual learning benchmarks.



Continual Supervised Learning

Model Buffer Size
MNIST

Rotations
MNIST

Permutations
Many 

Permutations
Incremental 

Omniglot
Online N/A 46.40± 0.78 55.42 ± 0.65 32.62 ± 0.43 4.36 ± 0.37

EwC N/A 57.96 ± 1.33 62.32 ± 1.34 33.46 ± 0.46 4.63 ± 0.14
GEM 5120

500
200

87.12 ± 0.44
72.08 ± 1.29
66.88 ± 0.72

82.50 ± 0.42 
69.26 ± 0.66
55.42 ± 1.10

56.76 ± 0.29
32.14 ± 0.50

-

18.03 ± 0.15
-
-

MER 5120
500
200

89.56 ± 0.11
81.82 ± 0.52 
77.24 ± 0.47

85.50 ± 0.16
77.40 ± 0.38
72.74 ± 0.46

61.84 ± 0.25 
47.40 ± 0.35 

-

75.23 ± 0.52
32.05 ± 0.69

-

Retained Accuracy After Training on All Tasks

Multiple algorithmic decisions contribute to these gains. See our paper for detailed ablations and analysis!



Continual Reinforcement Learning



Future Considerations
We would like to expand further on the dynamics of weight sharing 
and the transfer-interference tradeoff during continual learning
• Can we understand more about how various factors affect the 

distribution of gradient dot products over the course of learning? 
• Can methods other than optimization based meta-learning create 

a similar regularization? 
• Is it possible to effectively bias our learning without storing 

previous examples? 

Come to our poster, read our paper, or reach out for more details!

Plug: Also check out Continual Learning with Self-Organizing Maps


